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Resolving Zero-Shot and Fact-Based Visual Question
Answering via Enhanced Fact Retrieval

Sen Wu, Guoshuai Zhao , Member, IEEE, and Xueming Qian , Member, IEEE

Abstract—Practical applications with visual question answering
(VQA) systems are challenging, and recent research has aimed
at investigating this important field. Many issues related to real-
world VQA applications must be considered. Although existing
methods have focused on adding external knowledge and other
descriptive information to assist in reasoning, they are limited
by the impact of information retrieval errors on downstream
tasks and the misalignment of the aggregated information. Thus,
the overall performance of these models must be improved. To
address these challenges, we propose a novel VQA model that
utilizes a differentiated pretrained model to represent the input
information and connects the input data with three external
knowledge components through a common feature space. To
combine the information in the three feature spaces, we propose
an information aggregation strategy that employs a weighted score
to aggregate the information in the relation and entity spaces in
the answer prediction process. The experimental results show that
our method achieves good performance in fact-based and zero-shot
VQA tasks and achieves state-of-the-art performance with the
ZS-F-VQA dataset.

Index Terms—Visual question answering, zero-shot, knowledge
graph.

I. INTRODUCTION

V ISUAL question answering (VQA) systems combine nat-
ural language processing (NLP) and computer vision (CV)

to deduce the correct answer to image-related questions based on
the visual and textual information in the image and the question.
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VQA has high application value in various scenarios, such as ad-
vertising, medicine, systems to assist visually impaired people,
and cultural heritage education. However, when VQA systems
are applied to real-life scenarios, two common problems arise
that impact performance: the need to rely on external knowl-
edge to solve open-scene understanding problems and zero-shot
problems.

In real-life scenarios, VQA tasks involve answering questions
that depend on external knowledge. Traditional VQA applica-
tion scenarios are limited due to the low difficulty of the in-
cluded questions. Even people with a low level of knowledge
can answer the questions. In contrast, VQA tasks based on ex-
ternal knowledge have considerably more potential application
scenarios. However, in practical applications, it is difficult to
obtain sufficient training data for all possible situations due to
the diversity of scenes, images, and questions. When the model
encounters an unseen answer during testing, zero-shot problems
occur.

Many methods have been proposed to address the dependency
on external knowledge in open-scene understanding tasks. The
Ask Me Anything [1] model combines the image descriptions
generated by dense captions with an external knowledge base
and predicts the answers through the Seq2Seq model. F-VQA [2]
model aligns the visual concepts in the image based on the
knowledge base, connects them through a subgraph, and maps
the problem through parsing based on a knowledge base query
statement. Then, the subgraphs are combined with the query
statement to determine the final answer. Researchers have also
defined the zero-shot problem in VQA, that is, the model must
have the ability to answer questions beyond the range of the an-
swers in the training set. Zero-shot visual question answering
(ZS-VQA) was first proposed in [3], which presented a clear
definition of the zero-shot VQA problem. This article also pro-
posed a zero-shot dataset based on the Visual 7 W dataset [4]
and provided relevant evaluation criteria. Later, ZS-F-VQA [5]
introduces knowledge graph into the solution of the zero-shot
problem for the first time and constructs a zero-shot dataset based
on external knowledge.

However, some problems with visual question answering sys-
tems must still be addressed. 1) To address the zero-shot prob-
lem, we need to investigate the unseen answers in the dataset
under zero-shot settings. Existing methods for solving tradi-
tional VQA problems cannot be applied to zero-shot problems
since they cannot reason directly from an input to an unseen an-
swer. 2) In existing methods that introduce external knowledge
to assist in the reasoning process, entities and relations in the
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Fig. 1. Figure shows the problems associated with visual question answering
tasks and our proposed solution. In real-world examples, external knowledge
is often needed when the model is faced with an unseen answer. In the figure,
‘orange’ represents an unseen answer, which is difficult to obtain by direct
reasoning. We extracted the relevant entities and relations based on the question
and obtained the answer ‘orange’ indirectly through the knowledge graph.

external knowledge base are often retrieved by using recurrent
neural networks (RNNs) for problem representation and object
detection in images or by using multimodal fusion approaches.
However, due to the large number of relations and entities in the
external knowledge base, the retrieval accuracy of the relations
and entities is low, which has a significant negative impact on
downstream work.

In this article, we propose a VQA model based on external
knowledge and use a weighted information aggregation strat-
egy to solve the zero-shot problem. As shown in Fig. 1, we
focus on two descriptions that strongly correlate with the orig-
inal input data: entities and relations. We identify the relation
‘related to’ and the entity ‘citrus fruit’, which are relevant to the
considered question. Then, we connect the identified entity and
relationship with the final answer ‘orange’ through the knowl-
edge graph. These connections link the unseen answer to other
entities, effectively solving the zero-shot problem. We aim to
improve the prediction performance of the model for unseen
answers by improving the retrieval accuracy of these two com-
ponents and aggregating their information to determine the final
answer prediction by connecting them with the answer in the ex-
ternal knowledge graph. We analysed the characteristics of the
datasets and found that entities and relations are often closely re-
lated to the question, while the image content has little impact on
the reasoning process. Therefore, we use a pretrained model to
better represent the text information of the question to improve
the entity and relation extraction performance. In the informa-
tion aggregation part, we refer to the ZS-F-VQA model and map
the entities and relations to the answer using the mapping table
constructed based on the knowledge graph. Then, we construct
alternative answer sets and increase or decrease the score of an
answer according to whether it is in the alternative answer set.
In the answer score adjustment part, we evaluate the similarity
between the input data and the relation and entity and calcu-
late the positive score based on the similarity result. The value
of the similarity score determines the final answer. The results
of experiments performed based on two datasets show that our
method addresses the above problems. Our main contributions
can be summarized as follows:

� We utilize a specialized pretrained model as the represen-
tation model for the input information and a contrastive

learning-based common feature space for information re-
trieval. This approach effectively enhances the extraction
of entities and relations from the knowledge base and
reduces the negative impact of errors on downstream tasks
by improving the extraction accuracy.

� We propose a weighted mask strategy based on external
knowledge to aggregate the information in the entity and
relation sets, which plays a key role in the reasoning com-
ponent of the model.

� Our model shows strong generalizability and superior per-
formance to the most advanced model based on the ZS-
F-VQA dataset. Our model also shows good performance
with the F-VQA dataset and can explicitly visualize the
triad retrieval process of external knowledge, demonstrat-
ing its good explanatory ability.

II. RELATED WORK

A. Visual Question Answering

Research on visual question answering (VQA) has attracted
much attention in recent years. Many methods have been pro-
posed to address VQA tasks from various perspectives. One of
the first VQA approaches involved learning the representations
of questions and images in a common space using recurrent
neural networks (RNNs) for text encoding and convolutional
neural networks (CNNs) for image feature extraction [6], [7],
[8]. However, these methods are often limited in scenarios in-
volving multimodal information. Some simple fusion methods,
such as vector concatenation, dot products and summations, have
been used to combine information of different modalities. Sev-
eral multimodal fusion models have been proposed to address
the limitations of simple fusion methods [9], [10], [11], [12],
[13], [14], [15]. The application of multimodal fusion methods
in VQA tasks demonstrates the importance of multimodal fusion
approaches. In addition to multimodal fusion, attention mecha-
nisms have been introduced to help VQA models focus on im-
portant information. For example, the stacked attention network
proposed by Yang et al. [16], the Hie question method proposed
by Lu et al. [17], and the LENA model proposed by Han et al. [18]
use attention mechanisms to identify important parts in the in-
put data. The up-down model proposed by Anderson et al. [19]
also uses attention mechanisms but combines the results with
bottom-up features. To further enhance the VQA performance,
modular architectures that connect different modules designed
for specific required functions have been proposed. The models
presented in [20], [21] are two such examples. These models
are flexible and adaptable, allowing the system to construct exe-
cutable programs to dynamically solve different problems. The
RUArt model [22] introduces text as descriptive information for
VQA tasks. The Mucko model proposed by Zhu et al. [23] is
an end-to-end approach that combines a transformer-based text
encoder with a vision transformer for image feature extraction.

B. Fact-Based VQA

Models for solving VQA problems in real-world scenarios
rely on both intuitive visual and textual information and external
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knowledge. Existing approaches based on joint embedding or at-
tention mechanisms cannot solve VQA problems that require ex-
ternal knowledge, as this type of information cannot be obtained
intuitively based on the image. Recent research has focused on
including external knowledge to solve VQA tasks. Researchers
have proposed several datasets based on external knowledge,
such as KBVQA [24] and F-VQA [2]. In the F-VQA dataset,
visual objects, scenes, actions, and other image components are
detected, and the detected information is aligned with the knowl-
edge base. Long short-term memory (LSTM) networks are then
used to map the question to a knowledge base query. The cor-
responding fact is obtained by querying the constructed knowl-
edge graph, and the answer is obtained via keyword filtering.
Other models based on retrieval and external knowledge [25],
[26], [27], [28], [29] and knowledge graphs [23], [30], [31] have
also been developed. Mucko [23] is a multimodule approach to
solving VQA problems that uses Faster R-CNN to detect en-
tities in images and dense captions to generate image descrip-
tions. Then, facts are retrieved based on the given questions and
images. Based on the above information, three heterogeneous
multimodal graphs are then constructed to predict the answers
through intramodal selection and cross-modal information ag-
gregation. Unlike these methods, our proposed approach splits
the knowledge base, reduces the impact of error cascades by
pre-training the model for fact retrieval, and can be effectively
used in the FVQA task while solving the zero-shot problem.

C. Zero-Shot VQA

ZS-VQA [3] introduced the zero-shot problem into VQA
tasks for the first time. Data bias is widespread in VQA datasets;
that is, a small number of high-frequency words occupy a large
portion of the answers in the dataset. Most models learn the
distributional bias of the answers but lack an inference process
to understand the content in the visual images [32], [33]. Thus,
the Visual 7 W dataset was reorganized to consider zero-shot
scenarios by dividing the answers into seen and unseen parts.
However, this setup makes it difficult for most existing models
to infer answers. Spencer Whitehead et al. [34] proposed a new
learning approach that combined skills and concepts by implic-
itly separating these two elements in the model by learning the
underlying conceptual representations and distinguishing skill
and concept encodings. The method proposed by BZ Vatashsky
et al. [35] consists of two parts: generating a graph representa-
tion of the problem and processing the answer. The ZS-F-VQA
model [5] was constructed by modifying the mechanism of the
knowledge graph and the mask strategy, and a new dataset with
a zero-shot setting was proposed. The method proposed by Hu
et al. [36] learns the distributions of the two sets of embeddings
in the feature space, and the correct answer is determined by
selecting the answer with the highest likelihood among all pos-
sible answers. Some methods [37], [38], [39] used for other tasks
also bring new ideas to the problem. The method proposed in our
article applies additional descriptive information from entities
and relations to the inference process of unseen answers through
an information aggregation strategy, which can effectively solve
the zero-shot problem in knowledge datasets.

III. METHODOLOGY

In the VQA scenario, given an image I and a question Q,
the goal of the F-VQA task is to infer the answer A based on
external knowledge. Our method was developed because it is
difficult to effectively reason about answers that do not appear
in the training set when conventional VQA models based on
external knowledge are used to predict the answers. Thus, we
need to use other information to assist the model in overcom-
ing the prediction problems associated with unseen answers.
The critical point in our model is the determination of the rela-
tions and entities, as the information of these two components
plays an auxiliary role in predicting the answer as additional
descriptive information. Therefore, we establish three common
feature spaces for three elements in the external knowledge base,
which are retrieved separately. Then, we aggregate the informa-
tion retrieved from the common feature space of the relations
and entities into the answer feature space through a joint triplet
operation performed based on the knowledge base. A detailed
description of our model is shown in Fig. 2.

A. Input Representation

We represent text information and multimodal fusion infor-
mation separately. Due to the limited samples in the dataset, it
is difficult to obtain general models with good generalizabil-
ity. The pretrained model for the multimodal fusion of visual
and text information and the pretrained model for obtaining text
representations show superior performance in their respective
fields. For text representations, we use BERT [40] as the rep-
resentation model for text information and LXMERT [41] as
the representation model for the multimodal fusion of text and
visual information. We use Faster R-CNN [42] to obtain 36
image regions O = [oi]Ki=1, their position features pi and the
2048-dimensional region-of-interest (RoI) feature fi containing
the object information in the image. The question is divided into
words {w1, ..wk} by WordPiece. After obtaining the LXMERT
representations, the visual and text embeddings are obtained.

ŵi = WordEmbed(wi) (1)

pi, fi = FastRCNN(imagei) (2)

where ŵi indicates the GloVe embedding of the text information.
Moreover, pi and fi indicate the position features and image
features of the 36 image regions, respectively.

B. Fact Extraction via Common Feature Space

An external knowledge base can be represented as< e, r, a >,
where e is the entity referred to in the question, r is the relation-
ship between e and a, and a is the answer. We divide all the
elements into three sets based on their original representations
in the dataset: the entity set E, relation set R and answer set A.

1) Entity and Relation Extraction: Before retrieving the enti-
ties and relations, we observe that the relation part has difficulty
extracting effective information from the visual content because
the relation includes the knowledge between entities in the real
world. In addition, the performance of the entity part is highly
related to the entity information included in the question, and
the answer often appears in the visual information. According
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Fig. 2. Overall architecture of our proposed model. The model includes an input representation module, a fact triplet extraction module and a reasoning module.

to the above analysis of this problem, we use the fusion model
LXMERT to fuse the< i, q > pair. Then, the result of the fusion
operation can be used to directly predict the answer, and we can
obtain similarity scores for the answer set. By using BERT to
obtain better representations of the questions, we can extract the
entity and relation scores.

In terms of the entities and relations, by projecting the ques-
tion and entity sets and the relation set into the same feature
space, we ensure that the question representations are close to
the corresponding relations and entities and far from unrelated
relations and entities in the two spaces.

We use the pretrained language model BERT to encode the
problem and output BERT’s text sequence features through an
RNN. In the specific implementation of the RNN, we use a bidi-
rectional long short-term memory (BiLSTM) network to extract
the text sequence features, and the last two hidden layers are
concatenated to obtain a representation of the text. We use a
feedforward network with two fully connected layers to encode
the relation and entity sets.

R(x) = FFN(x) (3)

q� = BiLSTM(BERT (ŵi)) (4)

where R(x) is the representation of one set, i.e., the entity or
relation sets, and q� is the representation of the question.

Le = �log
exp(q� •R(e)+/�)

�k
i=0 exp(q� •R(e)i/�)

(5)

Lr = �log
exp(q� •R(r)+/�)

�k
i=0 exp(q� •R(r)i/�)

(6)

where Le and Lr are loss functions for training the model. We
use the infoNCE loss function in this work. Here, Le indicates
the loss in the entity space, Lr indicates the loss in the relation

space, and � is a loss parameter.

ê = argmaxe�ER(e)�q� (7)

r̂ = argmaxr�RR(r)�q� (8)

We use the above formulas to determine the prediction results
based on the relation and entity sets.

For the retrieval process in entity space, the number of training
samples is too small, and the number of entities is too large. It is
challenging to train models with a large number of parameters,
and most existing models used for entity extraction have low
accuracy. Based on the pretrained BERT model, we conduct
initial training in entity space with an augmented dataset. We
increase the number of samples by identifying the entities in the
problem and replacing them with entities of the same part-of-
speech (POS).

2) Answer Extraction: We define the answer set as the an-
swers in the external knowledge base that appear in the dataset.
We fuse text information with visual information to obtain the
answer set embeddings. The two types of information are pro-
jected to a common feature space. By calculating the similarity
between the two types of information, the probability distribu-
tion of the answer is obtained as the benchmark. LXMERT is
used as a fusion model to combine the text and visual infor-
mation. We use the same representation method as in the rela-
tion and entity extraction process to obtain the representation of
the answer set. In the training phase, the similarity between the
fused information and the representation of the correct answer
is increased. In the reasoning stage, the cosine similarity dis-
tance between the fused information and the answer is regarded
as the similarity representation. The similarity representation is
regarded as the probability distribution of the answer.

f � = LXMERT (pi, fi, ŵi)) (9)
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where f � is the fusion representation of the question and image
information. pi, fi, and ŵi are the image feature embedding,
image position embedding and text representation, respectively.

La = �log
exp(f � •R(a)+/�)

�k
i=0 exp(f � •R(a)i/�)

(10)

where La is the loss function for training the model, which in-
dicates the loss in answer space.

â = argmaxa�AR(a)�f � (11)

C. Reasoning via a Score Strategy

To answer the question correctly, we not only rely on the
probability distribution of the answer but also fully consider a
supplementary description obtained based on the entity and re-
lation domains. By connecting the information from the entity
domain, relation domain, and answer domain through a knowl-
edge graph, we establish a mapping from the entity and relation
set to the answer set. We obtain the probability distributions
of the entities and relations through the fact extraction compo-
nent and calculate the importance score based on an alternative
answer set. The candidate answer set is augmented using the cal-
culated weight score, and answers that are not in the candidate
answer set are subtracted using negative scores to modify the
answer probability distribution and obtain the distribution of the
final answer. The final answer is obtained based on distribution
probability ranking.

sim(x) = R(x)�q� (12)

where sim(x) represents the similarity score between the ques-
tion and the entity or relation. We use the cosine similarity to
determine the similarity score. We then determine the candidate
set of answers using the following formula. The size of the can-
didate answer set is limited by a threshold t. The entity similarity
and relation similarity are used to adjust the answer similarity.

positiveScore(a) = �(sim(e) + sim(r)) (13)

where positiveScore is the weight score of the answer in the
candidate set, which is determined through the relations in the
knowledge graph, and � is a parameter used to adjust the value
range.

A+ ={a|sim(e)+sim(r) > t � �(e, r, a) � e � E � r � R}
(14)

where A+ represents the set of candidate answers, sim(e) and
sim(r) represent the similarity scores of the entity and relation
sets, E and R represent the entity and relation sets, respectively,
and t is the threshold value.

score(a) =
�
sim((i, q), a) + positiveScore(a) a � A+

sim((i, q), a) � negativeScore a /� A+

(15)
where score(a) represents the probability distribution of the
final answer. We modify the probability distribution of the fi-
nal answer by aggregating the information, as in the previous
formula. We multiply sim(e) + sim(r) by the parameter � to
calculate the positivescore and choose a fixed value to set the

negativescore. This approach ensures that the positive and neg-
ative scores have similar magnitudes to the similarity score of
the answer.

â = argmaxa�Ascore(a) (16)

Finally, we obtain the final predicted answer by taking the max-
imum of all the answer scores.

D. Data Augmentation

In the ZS-F-VQA dataset, a large amount of data needs to be
used for entity recognition to train an ideal BERT model. We
increase the amount of valid training data for entity recognition
through data enhancement techniques to improve the model’s
accuracy when the dataset is too small.

For the entity part, the task is similar to the named entity
recognition (NER) (entity extraction) task, with the model learn-
ing knowledge based on two components: the internal structure
of the entities, with the words representing particular types of
entities, and the external structure of the entities, namely, the
structure of the sentence in which the entity is located and its
possible location.

We first obtain the POS types of all entities using the natu-
ral language toolkit (NLTK). All entities in the dataset contain
the types [‘NN’, ‘JJ’, ‘VBN’, ‘VBG’, ‘VB’, ‘CD’, ‘DT’, ‘NNS’,
‘RB’, ‘IN’, ‘VBP’, ‘PRP’, ‘PRP$’, ‘RBR’, ‘JJS’, ‘WP’, ‘WRB’,
‘MD’, ‘VBD’, ‘RBS’]. The criterion for entity classification is
to ensure that the grammatical structure of the English language
is not destroyed and that the grammatical components of the
entity’s role in the text remain unchanged. We subdivided all
types into the following categories: [‘NN’, ‘DT’, ‘NNS’, ‘PRP’,
‘PRP$’, ‘WP’], [‘JJ’, ‘RBR’, ‘JS’, ‘RBS’], [‘VBN’, ‘VBG’,
‘VB’, ‘MD’, ‘VBD’], [‘CD’], [‘IN’], and [‘RB’, ‘WRB’]. Then,
the expanded dataset for entity identification is obtained by
swapping the entities in each subclass. The expansion ratio of
the number of entities to samples is 1:20.

IV. EXPERIMENTS

A. Datasets

In the experimental part, we use two VQA datasets to compare
the performance of the different methods: F-VQA [2] for exter-
nal knowledge and ZS-F-VQA [5] for zero-shot and external
knowledge.

F-VQA [2] is a dataset containing 2190 images and 5826
questions. F-VQA contains a series of facts extracted from
existing structured knowledge bases (DBpedia, ConceptNet
and WebChild), which include up to 193,449 facts. We use
the F-VQA dataset to demonstrate the adaptability of our
method with conventional VQA datasets and perform ablation
analyses.

The ZS-F-VQA [5] dataset was developed based on the F-
VQA dataset to address the zero-shot problem. The original
dataset is divided five times, and there is no overlap between the
answers in the training and test sets. With this splitting method,
zero-shot and fact-based datasets are artificially created. The
details of the data splitting approach are shown in Table I.
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TABLE I
DETAILS ABOUT THE TWO DATASETS, INCLUDING A COMPARISON OF THE

DISTRIBUTION OF THE SAMPLE ELEMENTS (IMAGES, QUESTIONS, AND

ANSWERS) IN THE TWO DATASETS

B. Comparison Methods

We compared our approach with the following methods,
which were applied to the external knowledge dataset and zero-
shot knowledge dataset.

Up-Down [19] is a new approach combining bottom-up and
top-down visual attention mechanisms that computes the atten-
tion at the object level in salient regions.

BAN [43] uses a bilinear attention distribution based on
low-rank bilinear pooling. The BAN model exploits the bilin-
ear interactions between two sets of input channels, while the
low-rank bilinear pooling layer extracts the joint representation
of each pair of channels.

SAN [16] is used for multistep reasoning in VQA tasks. The
SAN model can be viewed as an extension of the attention mech-
anism and uses multiple steps to progressively focus attention
on the relevant visual cues that lead to the answer.

ZS-F-VQA [5] uses a spatial mapping-based approach to
build multiple feature spaces for knowledge extraction.

LSTM-Question+Image+Pre-VQA [2] is first pretrained
based on the VQA dataset and then fine-tuned based on the
F-VQA dataset.

Hie-Question+Image+Pre-VQA [17] is a multimodal atten-
tion model that includes co-attention mechanisms and a ques-
tion hierarchy module, which determines the mutual attention
between the image and question text.

F-VQA [2] connects the visual concepts learned from images
with the knowledge graph and constructs the natural language
question as a query statement.

Straight to the Facts (STTF) [26] learns parametric mappings
between the facts and the question-image pairs in the embedding
space. Matching scores are computed between the filtered facts
and the questions to determine the most relevant facts.

Reading Comprehension [44] converts the VQA task into a
machine reading comprehension problem by unifying all the
input information in a natural language format.

C. Evaluation Metrics

We follow the setting of ZS-F-VQA and use the Hit@1,
Hit@3, and Hit@10 metrics to evaluate the performance of the
models based on the model comparison results. In addition, we
use the mean reciprocal rank (MRR) and mean rank (MR) as
supplementary evaluation indices during ablation experiments.
Here, the Hit@k metric is used to indicate whether the ground
truth ranks in the top k predicted answers. In the entity extraction

experiments, we used the Hit@10, Hit@30, and Hit@50 evalu-
ation indices due to the large number of entities, which makes
it more difficult to identify the correct answer in the entity ex-
traction task. The average value of the fivefold cross-validation
results is used as the final result.

D. Implementation Details

We unify all common spaces to 1024D and set the output
dimension of the pretrained BERT and LXMERT models to
768D. In the training process, we use 4 2080Ti as the training
equipment, and the batch size is set to 32. We use the Adam
optimizer with the progressive learning rate warm-up strategy
for all models. A learning rate of (epoch + 1) × 10�3 is used
for the first 5 epochs, after which a decay ratio of 0.7 is used for
subsequent epochs. The dropout parameter is set to 0.1, and the
parameter t in the infoNCE loss function is set to 0.01.

E. Results

1) Performance Comparison Based on the ZS-F-VQA
Dataset: We follow ZS-F-VQA and select two settings dur-
ing the testing stage: ZSL setting, in which the candidate an-
swers for a testing sample (i, q, a) are Au, and generalized
ZSL (GZSL), in which Au �As is set as the candidate an-
swers during testing. As and Au denote the seen and unseen
answer sets, with Au �As = �. Table II shows the results of
our approach compared with the results of other models, includ-
ing the Up-down [19], BAN [43], MLP, and SAN [16] models,
based on the ZS-F-VQA dataset. The table shows that the mod-
els for solving the conventional VQA task cannot be applied
to the ZS-F-VQA dataset. The Hit@1 index is less than 1%,
which indicates that the prediction answers are fundamentally
wrong. The state-of-the-art method ZS-F-VQA, which was de-
veloped to solve the zero-shot problem, has Hit@1 values of
29.39% and 46.87% under the GZSL and ZSL settings, respec-
tively. Our model achieves Hit@1 values of 49.04% and 59.39%,
which is a 19.64% and 12.52% performance improvement over
the state-of-the-art methods. Compared with the state-of-the-art
methods, our method shows improved entity extraction and rela-
tion extraction performance, obtains better answer predictions,
and effectively improves the performance of the Hit@1 index.

2) Performance Comparison Based on the F-VQA Dataset:
Table III shows the results of our method compared with
the results of state-of-the-art models based on the F-
VQA dataset. The comparison methods include the CNN-
based approaches LSTM-Question+Image+Pre-VQA and Hie-
Question+Image+Pre-VQA [2], semantic parsing-based ap-
proach F-VQA [2], learning-based approach STTF [26], reading
comprehension-based approach Reading Comprehension [44],
and map-based method ZS-F-VQA [5]. Our method achieves a
Hit@1 score of 66.81%, a Hit@3 score of 80.30%, and a Hit@10
score of 88.66% based on this dataset. The experimental results
show that our method shows good performance with conven-
tional datasets based on external knowledge, proving that our
method has certain universality. To answer questions that de-
pend on external knowledge, our method calculates the simi-
larity scores between the whole relation set and the entity set
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TABLE II
STATE-OF-THE-ART PERFORMANCE COMPARISON BASED ON THE ZS-F-VQA DATASET UNDER THE ZSL/GZSL SETTINGS

TABLE III
STATE-OF-THE-ART COMPARISON BASED ON THE F-VQA DATASET

and connect this information to the predicted answer through
the external knowledge base.

F. Ablation Study

In the ablation experiment results sections (Table IV), we
present the impact of adding our three components to the base-
line model for both datasets. The term “common feature space”
refers to dividing the knowledge base into three parts and train-
ing the model in three common feature spaces using the con-
trastive learning loss. The pretrained model consists of two parts:
LXMERT, a multimodal fusion model in the answer space, and
BERT, a linguistic model in the relational and entity spaces. To
pretrain the model, we employ the data augmentation technique
in the entity space. The score strategy component aggregates
information from the three domains by assigning weight scores
to valid information.

1) By utilizing the common feature space with the infoNCE
loss, we achieve improvements of 8.01% and 21.15% in the
Hit@1 metric compared to the Hit@1 values of the baseline
model based on the F-VQA and ZS-F-VQA datasets under the
ZSL setting. These results indicate that the addition of this com-
ponent effectively enhances the accuracy of the model with
fact-based datasets. The common feature space can also improve
the inference results of the final answers through entities and
relations based on datasets with unseen answers. This demon-
strates the effectiveness and necessity of the common feature
space based on comparative learning.

2) Using a pretrained model to obtain information representa-
tions leads to an 8.75% and 17.01% improvement in the Hit@1
metric for the two datasets. The text representation method of the
pretrained model has the most significant impact on the model
performance among the various components. We analyse the
individual contributions of each component and find that the
inclusion of the multimodal fusion model LXMERT leads to a
slightly better performance than the baseline model. The main
factor contributing to the model’s improvement is the enhanced
performance of the BERT language model in the entity and re-
lation extraction task. We analyse the overall effect of the BERT
model in the Interpretability section. Our analysis shows that
the improvement with the BERT model is significant for both
relationship and entity extraction. Furthermore, pretraining the
BERT model with augmented data leads to a more significant
improvement in the entity extraction performance compared to
the performance obtained by the other models. We also note
that with the ZS-F-VQA dataset, entity and relation extrac-
tion play critical roles in enabling the model to provide correct
answers.

3) The addition of the reasoning strategy based on the com-
mon feature space improves the Hit@1 metric by approximately
0.78% for the F-VQA dataset and 6.13% for the ZS-F-VQA
dataset. The difference in the improvement for the two datasets
is primarily due to the different methods used to obtain valid
information. In the ZS-F-VQA dataset, the information sources
depend more on the information aggregation strategy. Although
the addition of this component leads to a smaller improvement
than the inclusion of the other components, this component
uses fewer computational resources and effectively integrates
the knowledge of the three feature spaces through a simple com-
putational process.

G. Interpretability

1) Performance in Knowledge Triplet Extraction: In this sec-
tion, we analyse the performance of different extraction methods
in the fact triplet extraction task based on the F-VQA dataset.
We select the Up-Down [19], MLP, SAN [16], LXMERT [41],
BERT [40], and other models for the fact triplet extraction task.
The results in Tables V and VI demonstrate the relation and
entity extraction performance of these models and the impact
of replacing different parts of the model with these methods
on the overall model performance. The model� symbols in the
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TABLE IV
ABLATION STUDY BASED ON THE F-VQA AND ZS-F-VQA DATASETS (ZSL SETTING)

TABLE V
PERFORMANCE COMPARISON IN THE ENTITY EXTRACTION TASK

TABLE VI
PERFORMANCE COMPARISON IN THE RELATION EXTRACTION TASK

tables refer to the model that was pretrained using augmented
data.

According to the method comparison results, our BERT-
RNN-based representation method achieves the best results.
Compared to the baseline SAN model, the Hit@1 metrics for
the entity and relation extraction tasks are improved by 7.40%
and 4.07%, respectively. The Hit@1 metrics of the complete
model are improved by 10.17% and 1.46%, respectively. On
the one hand, the improved performance of the relationship ex-
traction part without pretraining demonstrates the generalizabil-
ity of our model. On the other hand, the performance of the
relation extraction part after pretraining with augmented data
proves the effectiveness of the pretraining strategy. The improve-
ment in the performance of the model on the relation and en-
tity extraction tasks directly impacts the determination of the
answer.

2) Effect of the Size of the Alternative Answer Set: In this
part, we analyse the effect of the size of the candidate answer
set on the overall performance. Based on the mappings in the

knowledge graph, we can determine a candidate answer set, and
the size of the candidate answer set affects the experimental
results. Fig. 3 shows the effect of the answer set size on the
model performance with the F-VQA and ZS-F-VQA datasets
under the GZSL setting.

As shown in Fig. 3, the influence of the candidate set size
on the experimental indices differs for the two datasets. For the
F-VQA dataset, since there are no unseen answers, the answer
score obtained directly from the answer space has a higher con-
fidence level and can be viewed as an optimal value within a
certain interval. The correct top k answers are usually in this
interval. As the size of the candidate set is increased, some in-
terference information is introduced into the candidate set, re-
sulting in reduced accuracy. For the ZS-F-VQA dataset, since
it is difficult for the information in the answer space to con-
tribute to the answer prediction results, the main information
is the score of the answers in the candidate set, which is usu-
ally the optimal value of the Hit@k metric when the size is set
to k.
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Fig. 3. Effect of the candidate set size on the results. Parts (a), (b), and (c) show the experimental results with the F-VQA dataset, and parts (d), (e), and (f) show
the experimental results with the ZS-F-VQA dataset under the GZSL setting.

Fig. 4. Visualization sample comparison of our method and the baseline method ZS-F-VQA. The first two examples show cases in which our model and the
baseline model both obtained the correct answer, but our model ranked the correct answer higher. The rest of the samples show cases in which our model obtained
the correct answer, while the baseline model obtained the wrong answer.

3) Visualization: In this part, we visually demonstrate the
performance of our model in the entity and relation extraction
tasks and information aggregation process through practical ex-
amples. To prove the effectiveness of the improvement achieved
by considering relations and entities, we compare visualized
samples obtained by our method and the state-of-the-art method
ZS-F-VQA. Our method is more effective in the entity and

relation extraction task and information aggregation process
than the baseline model, as shown in Fig. 4. In these samples,
where both models identify the correct entity and relationship,
we give the correct answer a higher ranking than the one at base-
line. In more samples, our model has the ability to identify the
correct entities more accurately. The correct answer is identified
more accurately than in the baseline.
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